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 COVER ARTICLE By James Young, CDCP 

Optical fiber cable and connectivity for physical layer data center applications have advanced over 
the years. Today’s multimode fiber (MMF) and singlemode fiber (SMF) cables deliver better bend 
radius performance, more effective modal bandwidth, lower attenuation, and improved chromatic 
and polarization mode dispersion for higher transmission rates and longer reach. Connectivity has 
evolved with more precise endface geometry to deliver better performance, higher-density smaller 
form factor designs, and the ability to support high-speed parallel optic applications with  
multi-fiber push on (MPO) connector technology.
 Along with advancements in transceiver and signaling technology, the latest fiber cables and 
connectors support increasing transmission speeds, and there are now several options for  
400 Gb/s applications. Driven by hyperscale cloud data centers that define the market, ongoing 
developments in 800 Gb/s, 1.6 Tb/s, and future 3.2 Tb/s are leading to additional advancements  
in optical fiber technologies and the need for high-performance connectivity.
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FIGURE 1: NRZ signaling uses two voltage levels to transmit 1 bit (i.e., a 0 or 1) of information per signal period while newer
PAM4 uses four voltage levels to transmit twice the bit rate per the same signal period (i.e., 11, 10, 01, and 00).

TECHNOLOGY ADVANCEMENTS PAVING THE WAY 

PAM4 Signaling Technology 
While smaller enterprise data centers will continue to use 10 Gb/s copper links for quite some time, emerging 

applications in larger data centers require much faster speeds. This led to the development of four-level pulse 

amplitude modulation (PAM4) signaling technology with twice the bit rate compared to previous non-return-to-zero 

(NRZ) technology as shown in Figure 1.

 The PAM4 technology enables 25 and 50 Gigabit per second Baud (GBd) rates to increase transmission speeds 

without increasing lanes and associated cabling. For example, 40GBASE-SR4 deployed with 10 GBd NRZ uses four  

pairs of MMF. With 25 GBd PAM4, those same four pairs of fiber can support 100 Gb/s. At 50 GBd PAM4, they  

can support 200 Gb/s.

QSFP Form Factor Transceivers
To support higher signaling rates, pluggable optical transceivers have also evolved. Iterations of QSFP transceiver 

modules have advanced from QSFP+ at a 10 GBd rate, to QSFP28 at a 25 GBd rate, and to QSFP56 at a 50 GBd rate. 

Equipped with a four-lane electrical interface, these transceivers enable 40, 100, and 200 Gb/s transmission respectively. 

The latest QSFP-DD form factor features an eight-lane interface, hence the DD designation for double density over  

existing four-lane QSFP form factors. 

 With the ability to support a 50 GBd rate, QSFP-DD transceivers support up to 400 Gb/s transmission, while 

enabling backwards compatibility with previous QSFP transceiver modules to avoid full active equipment replacement. 

Another eight-lane pluggable transceiver is the OSFP that also supports a 50 GBd rate but is not compatible with the 

QSFP form factor. The development of 100 GBd PAM4 is underway within the IEEE industry standards association  

to support higher speeds, but a 100 GBd rate has already been achieved by leveraging QSFP-DD transceivers and 

converting eight lanes of 50 Gb/s to four lanes of 100 Gb/s.

NRZ VERSUS PAM4 ENCODING



April/May/June 2022      I      9

FIGURE 2: SWDM enables transmission over multiple wavelengths on a single fiber to reduce 
the number of fibers required.

4 X 50 Gb/s 
Transmitting and Receiving on 2 Wavelengths over 4 fibers (8 Total)

400 Gb/s Multimode Parallel Optics Using SWDM

400 Gb/s Multimode Parallel Optics

8 X 50 Gb/s 
Transmitting and Receiving over 8 fibers (16 Total)

Short-Wave Division Multiplexing (SWDM)
Another optical fiber advancement is SWDM technology that enables transmission over multiple wavelengths  

on MMF. Singlemode WDM technology has been used in long-haul service provider networks as a means to increase 

bandwidth on existing fiber infrastructure. In MMF systems, SWDM uses wavelengths at the shorter end of the 

spectrum, between 850 and 940 nanometer (nm) wavelengths, compared to SMF systems that use wavelengths 

between 1270 nm and 1610 nm.

 To optimize the use of SWDM technology, a new MMF cabling standard for wideband MMF was developed. 

Designated as OM5, this latest fiber includes specifications for bandwidth and attenuation at the 953 nm wave-

length in addition to 850 nm wavelength used with laser-optimized OM3 and OM4 MMF. It is important to note  

that OM5 and OM4 exhibit the same bandwidth performance at the 850 nm wavelength. While OM3, OM4, and  

OM5 all support SWDM technology, OM5 maximizes the reach. For example, OM5, OM4, and OM3 support 

400GBASE-SR4.2 SWDM deployments to 150 m (≈492 ft), 100 m (≈328 ft), and 70 m (≈230 ft) respectively. As shown 

in Figure 2, SWDM enables higher speed transmission over fewer fibers compared to parallel optics transmission. 

Short-Reach Singlemode
Another advancement worth mentioning is short-reach singlemode optics. Short-reach is usually associated with 

lower-cost multimode optics that use vertical-cavity surface-emitting laser (VCSEL) technology rather than expensive 

higher powered singlemode lasers that support distances up to 40 km (≈25 mi). Since these long-haul lengths are not 

required in data center applications, lower-power singlemode transceivers were introduced to support lower cost 

high-speed applications up to 500 m (≈1640 ft).
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IEEE 
Standard Application Fiber Type Baud Rate

(GBd)
Transmission

Type
# of
λ’s

# of 
fibers

Distance
(meters) Connector

802.3cm 400GBASE-SR8 Multimode 50 Parallel NA 16 70 (OM3)
100 (OM4) MPO-16/MPO-24

802.3cm 400GBASE-SR4.2 Multimode 50 Parallel/SWDM 2 8
70 (OM3)

100 (OM4)
150 (OM5)

MPO-8/MPO-12

802.3bs 400GBASE-DR4 Singlemode 100 Parallel NA 8 500 MPO-8/MPO-12

802.3bs 400GBASE-FR8 Singlemode 50 WDM 8 2 2,000 Duplex

802.3cu 400GBASE-FR4 Singlemode 100 WDM 4 2 2,000 Duplex

802.3cu 400GBASE-LR4-6 Singlemode 100 WDM 4 2 6,000 Duplex

802.3bs 400GBASE-LR8 Singlemode 50 WDM 8 2 10,000 Duplex

FIGURE 3: 400 Gb/s Ethernet (a single media access control (MAC) rate of 400G) is primarily being used for uplink connections  
in large hyperscale cloud data centers, either from leaf to spine switches or from spine to 2nd level super-spine switches.1

APPLICATION STANDARDS FOLLOWING SUIT
With the help of fiber advancements, there are now several options for deploying 400 Gb/s in the data center 

environment using QSFP-DD transceiver technology. Table 1 lists the common IEEE 400 Gb/s Ethernet standards  

for data center applications.

TABLE 1: Current IEEE 400 Gb/s Ethernet standards for the data center using QSFP-DD transceivers.

Switch Fabric Pod) Switch Fabric Pod)

Interconnection 
(Spine) 
Switch

Interconnection 
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Switch

Interconnection 
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Switch

Interconnection 
(Spine) 
Switch

Access 
(Leaf) 
Switch

Access 
(Leaf) 
Switch

Access 
(Leaf) 
Switch

Access 
(Leaf) 
Switch

Access 
(Leaf) 
Switch

Access 
(Leaf) 
Switch

Access 
(Leaf) 
Switch

Access 
(Leaf) 
Switch

Server Server Server Server Server Server Server Server ServerServerServerServer Server Server Server Server

2nd level 
Interconnection 
(Spine) Switch

2nd level 
Interconnection 
(Spine) Switch

 The deployment of 400 Gb/s is happening in larger hyperscale cloud data centers (e.g., Google, Meta, Microsoft, 

Alibaba) to handle ever-increasing data sets due to emerging high-bandwidth applications and growing cloud adoption. 

The primary deployment here is for singlemode uplinks in switch fabrics, including between leaf and spine switches  

or between spine and super-spine switches for connecting multiple switch fabrics in data center interconnects (DCIs),  

as shown in Figure 3.
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The Benefit of 400 Gig Breakouts
Most enterprise data centers do not have the need for 

400 Gb/s switch uplinks, and many are just starting  

to adopt 100 Gb/s uplinks. However, 400 Gb/s offers the 

ability to deploy cost-effective breakout applications using  

a single switch port to connect multiple lower-speed 

switches or servers. Switch-to-server breakouts enable 

high-speed low-latency transmission ideal for emerging 

applications, such as artificial intelligence and machine 

learning. These deployments are already happening in 

hyperscale cloud data centers and will eventually make 

their way into the enterprise when the need for 50 Gb/s 

server connections comes to fruition. There are, however, 

some considerations for breakout applications as follows:

correction (FEC) technique that is not compatible  

with the IEEE FEC specification. 

The Stage is Set for 800 Gig

•  Breakout applications are contingent upon the 

signaling scheme and number and speed per lane of 

the application. For example, eight-lane 400GBASE-SR8 

based on a 50 GBd rate can break out to eight 50 Gb/s 

connections (i.e., 8X50 Gb/s), while four-lane 

400GBASE-DR4 based on 100 GBd rate can only break 

out to four 100 Gb/s connections (i.e., 4X100 Gb/s).

•  Breakout applications are most cost-effective on 

switches with a higher application-specific integrated 

circuit (ASIC) that enable a higher switch radix for 

more high-bandwidth ports per switch. This allows  

for potentially eliminating a switch tier, which reduces 

latency and power. For example, using 400GBASE-SR8 

in an 8X50 Gb/s breakout application can eliminate 

top-of-rack (ToR) access switches/port extenders in  

an enterprise data center. This could be achieved with 

end-of-row (EoR) or middle-of-row (MoR) high-radix 

leaf switches that provide low-latency connections  

to an entire row of servers via structured cabling. 

•  400GBASE-SR4.2 that uses SWDM technology over 

MMF can increase bandwidth for leaf-to-spine switch 

connections in some data centers. Current iterations  

of 400GBASE-SR4.2 transceivers are based on the IEEE 

standard, whereas many SWDM-based transceivers 

have traditionally been based on a proprietary Cisco 

bidirectional (BiDi) technology. This may complicate 

breakout options between 400GBASE-SR4.2 and Cisco 

100 Gb/s BiDi, which uses a proprietary forward error 

There are clearly many 400 Gb/s flavors to choose from, 

with more to come. As mentioned, the development  

of 100 GBd PAM4 is well underway and will likely be 

adopted by IEEE by the end of 2022. As 100 GBd PAM4 

comes to fruition, it will be supported by QSFP-DD800 

transceiver technology, which is an updated version  

of the QSFP-DD as specified by the QSFP-DD MSA. This 

opens the door for additional 400 Gb/s multimode  

applications. The IEEE 802.3db task force is working to 

introduce 400GBASE-SR4 using 100 GBd PAM4 signaling 

that enables a four-lane, eight-fiber parallel optics  

application. In addition to 4X100 Gb/s applications, the 

QSFP-DD multi-source agreement (MSA) will leverage 

100 GBd PAM4 for a dual four-lane QSFP112 transceiver, 

which is essentially a dual 400 Gb/s transceiver  

(i.e., eight lanes of 100 Gb/s).

 While IEEE has not defined a media access control 

(MAC) data rate for 800 Gb/s, first iterations will rely  

on existing 400 Gb/s logic. In fact, the IEEE 802.3 Beyond 

400 Gb/s Ethernet Study Group has already identified the 

following objectives for 800 Gb/s:

•  Over eight pairs of MMF to 100 m (≈328 ft)  

800GBASE-SR8, which builds on existing  

400GBASE-SR4 logic

•  Over eight pairs of SMF to 500 m (≈1640 ft) 

800GBASE-DR8, which builds on existing  

400GBASE-DR4 logic

•  Over four wavelengths on SMF to 2000 m (≈6562 ft) 

800GBASE-DR4, which builds on existing  

400GBASE-FR4 logic

 A new short-length multimode application also  

in development (802.3db) will operate over eight pairs  

of MMF to 50 m (≈164 ft) for cost-optimized server  

connections, designated by a “VR” extension (i.e., 

800GBASE-VR8). Additional 800 Gb/s applications 

remain to be seen, but it is not out of the question  

to eventually have a four-pair 800GBASE-SR4.2 multi-

mode application that leverages SWDM technology  

to transmit 100 Gb/s over two wavelengths per fiber.
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MPO-24 MPO-16MPO8/12

FIGURE 4: Unlike the MPO8/12 and MPO-24 connectors, MPO-16 connectors have a different form factor with an offset key. 

FIBER CONNECTIVITY MEASURING UP 
Thankfully, industry standards ensure that next generation 400 Gb/s and future 800 Gb/s speeds can operate over 

existing multimode and singlemode optical fiber infrastructures, but there are some considerations and new options  

to consider when it comes to fiber cabling and connectivity.

Cabling Considerations
Systems at 400 Gb/s exhibit worse signal-to-noise ratio (SNR) due to the tighter spacing between voltage levels  

in PAM4 signaling, which makes the performance of the physical layer more critical. Multimode cables degrade SNR  

on long links due to modal dispersion, so enterprise data centers looking to leverage existing fiber infrastructure may, 

therefore, need to carefully review their link lengths. If lengths beyond 100 m (≈328 ft) are required or if a complete 

cable plant refresh is required, short-reach singlemode DR4 will extend the distance of high-speed links while  

keeping costs down.

The Rise of the MPO-16
From a connectivity perspective, existing 8-fiber and 12-fiber MPO (MPO8/12) connectors will support  

400 Gb/s 8-fiber applications, including 400GBASE-SR4.2 and 400GBASE-DR4. However, 16-fiber applications like  

400GBASE-SR8 are now driving the need for 16-fiber MPO (MPO-16) connectors, which have a different form factor  

from the MPO8/12 with an offset key as shown in Figure 4. While 24-fiber MPO connectors can be used for 16-fiber 

applications, their larger form factor and eight unused fibers makes the MPO-16 a more cost-effective solution.

 While 100 GBd rate will enable 400 Gb/s over eight fibers supported via MPO8/12 connectors, future 800 Gb/s 

applications will sustain the need for MPO-16 connectors. The IEC is currently working on specifications for MPO-16 

connectivity, and the IEEE Beyond 400 Gb/s Ethernet Study Group is looking to standardize on the MPO-16 for future 

800GBASE-SR8 and 800GBASE-DR8 applications.

While smaller enterprise data centers will continue to use 
10 Gb/s copper links for quite some time, emerging applications 

in larger data centers require much faster speeds.
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LC DUPLEX, CS, SN, COMPARISON

FIGURE 6: Comparison of traditional LC to new small form factor CS and SN duplex connectors.2

The Need for APC
In 400 Gb/s systems, return loss performance (i.e., reflectance) can be critical as reflected optical signals can further 

degrade SNR for the system. Concerns surrounding reflectance from hyperscalers, like Google, have driven the need  

for angled physical contact (APC) multimode connectors with an 8-degree endface angle that reflects light into the 

cladding to reduce transmitter back reflection. Singlemode fiber applications, such as 400GBASE-DR4, are also 

impacted by reflectance, making connector performance an important consideration. For the first time, IEEE has  

specified insertion loss limits for these applications based on the number of reflectance events (i.e., connections)  

in the channel. This could impact design since the more connections and the worse the reflectance performance  

of those connections, the higher the penalty and the shorter the link must become.

 Furthermore, APC connectivity has long been used 

in singlemode applications while multimode connec-

tivity, used extensively in enterprise data centers, has 

traditionally used the flat polished, ultra physical contact 

(UPC) endface as shown in Figure 5. Those deploying 

next-generation multimode systems will need to be aware 

of how to clean, inspect, and test multimode systems 

that use APC connectivity. Cleaning and inspection of 

APC connections can be achieved with equipment used 

in singlemode systems; however, test reference cords will 

need to match both the cabling and test equipment port. 

In addition, UPC-to-APC test reference cords may be 

required for some testers.

New Small Form Factor Options
The MPO connector breakout harnesses (e.g., 4 LC duplex to MPO12/8) are very popular with QSFP transceivers. 

However, with 400 Gb/s transceiver breakout applications, such as 2X200 and 4X100 Gb/s, new small form factor 

duplex connectors offer the ability to split the optical ports without a breakout harness. These new very small form 

factor (VSFF) connectors have been introduced to the market over the past few years by leading connectivity providers 

that license the connectors to cable and other connectivity manufacturers. As shown in Figure 6, the CS duplex 

connector nearly doubles the density over traditional LC duplex connectors, and the latest SN duplex connector  

is even smaller. Both CS and SN connectors feature improved insertion loss performance of less than 0.2dB. 

FIGURE 5: An APC connector endface features an 8-degree 
angle to direct reflected light into the cladding where it does 
not propagate back to the transmitter, improving system 
performance for 400 Gb/s PAM4 applications.

UPC endface

APC endface
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FIGURE 7: Four SN and MDC small form factor duplex connectors fit into a single 
QSFP-DD transceiver to support 4X100 Gb/s breakout application in leaf-spine 
switch-to-switch links.3 

 Similar in size and performance to the SN connector is the MDC duplex connector. Four SN and MDC connectors 

can fit into a single QSFP-DD transceiver to support 4X100 Gb/s breakout applications as shown in Figure 7.

FIGURE 8: New small form factor duplex connectors are ideal for creating full mesh 
switch fabrics.4 

 Due to their extremely small size, 

new SN and MDC small form factor 

duplex connectors present challenges 

when labeling, accessing, cleaning, 

inspecting, and testing. It should also 

be noted that with only four SN and 

While 400 Gb/s applications are here and have set the stage for future  
800 Gb/s applications, hyperscale cloud providers remain hard at work  

driving innovation to support 1.6 Tb/s and eventually 3.2 Tb/s.

 Fitting four SN or MDC connectors 

into a QSFP-DD transceiver helps create 

meshed switch fabric architectures 

where all switches are connected  

to every other switch. Mesh networks 

are common in highly virtualized 

high-performance cloud computing 

environments. In a full mesh environ-

ment, a single 400 Gb/s port can be 

leveraged on each switchto create four 

100 Gb/s switch connections without 

the need for MPO-to-LC breakout 

harnesses as shown in Figure 8. 

 While patching areas are ideal for 

MDC connectors per transceiver, these connectors do not support 8X50 Gb/s and future 8X100 Gb/s applications 

that will offer compatibility with the existing large 100 Gb/s ecosystem. These applications are better supported  

by MPO-16-to-duplex structured cabling. There is, however, ongoing transceiver and connector developments that 

may eventually support eight small form factor duplex connectors. New mini MPO-16 connectors will have market 

potential for current 16-fiber 400 Gb/s and future 16-fiber 800 Gb/s and terabit applications. For example, a future 

16-lane 100 GBd rate 1.6 Tb/s application will require two MPO-16 connectors, maintaining the maximum switch 

radix and delivering 16 optical connections that match the 16 electrical inputs/outputs.

managing fiber links that undergo fre-

quent reconfigurations and keeping 

switches separate and secure such as in 

switch-to-server links, full mesh links 

typically remain untouched.
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MORE TO COME
While 400 Gb/s applications are here and have set the stage for future 800 Gb/s applications, hyperscale cloud  

providers remain hard at work driving innovation to support 1.6 Tb/s and eventually 3.2 Tb/s. The IEEE Beyond  

400 Gb/s Ethernet Study Group is developing objectives for 800 Gb/s and 1.6 Tb/s that include 100G lanes over  

SMF and MMF using parallel optic and WDM alternatives. Within the OSFP MSA, work is being done on a 16-lane 

OSFP-XD pluggable transceiver that maintains the size of the current OSFP transceiver. At a 100 GBd rate, the OSFP-XD 

will support 1.6 Tb/s. While the OSFP-XD maintains the mature cost-effectiveness of pluggable transceiver technology 

and ecosystem compatibility, power consumption becomes a concern. The use of two MPO-16 connectors will support 

such applications, but the increased number of fibers required to get to 1.6 Tb/s will mean very high-density  

connectivity at the front of the switch.

FIGURE 9: Co-packaged optics bring the optics closer to the switch chip 
to deliver significant power efficiency.5 

be known within the next few years which technology provides the most efficient route with the least risk. 

Whether it is pluggable transceivers or CPO for beyond 800 Gb/s, both solutions will require more fiber cable 

and connectivity—all of which will need to deliver optimal performance. One advancement that could shake 

things up and reduce the amount of fiber would be the emergence of 200 GBd PAM4 signaling. Given the arduous 

work it took to get to 100 GBd, achieving a 200 GBd rate will be extremely challenging and will further impact 

SNR performance, likely requiring even shorter lengths. If it does come to fruition, the number of lanes and 

associated cost for 400 Gb/s and 800 Gb/s would be reduced. A 200 GBd PAM4 would also enable 1.6 and  

3.2 Tb/s based on current 400/800 Gb/s logic. For example, a 200 GBd rate would enable four-lane 800 Gb/s  

and eight-lane 1.6 Tb/s transmission. It would also enable 16-lane 3.2 Tb/s, which would be supported by  

16-lane OSFP-XD transceivers.

 Additional efforts to get to 1.6 Tb/s and 

beyond include developments surrounding 

co-packaged optics (CPO) within the Optical 

Internetworking Forum (OIF). This innovative 

approach brings the optics much closer to the 

switch chip (i.e., engine) compared to existing 

chip-to-chip and chip-to-module approaches, 

which significantly reduces power; some esti-

mates state as much as a 30 percent reduction. 

CPO consists of the switch assembly sur-

rounded by multiple optical assemblies, using 

either a pluggable interface at the chip and  

at the I/O interface on the front or by using  

a permanently attached pigtail at the chip. 

While this technology would need to over-

come the industry’s preference for pluggable 

transceivers with an entire new ecosystem,  

it has the potential for cost savings and 

enabling higher switch port density, while  

providing a path to 3.2 Tb/s, as shown  

in Figure 9.

 How 1.6 Tb/s and 3.2 Tb/s designs will 

shape up is still unclear, but with the road  

to 800 Gb/s already being paved, it will likely  
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 While there is more to come and advancements  

in optics are ongoing, existing optical fiber cabling and 

connectivity are holding up and will support multiple 

generations of transceivers. Furthermore, OM4 and OM5 

MMF will continue to support enterprise data center 

applications to at least 800 Gb/s, and SMF is well posi-

tioned to bring hyperscalers to 1.6 Tbs/ and 3.2 Tb/s. 

While new small form factor connectors may be ideal  

for some scenarios, especially breakout applications, and 

there are considerations with APC endface geometry, 

MPO connectors are here to stay as a tried-and-true fiber 

interface. However, there is no doubt that as 400 Gb/s 

deployments take hold and are followed by 800 Gb/s and 

terabit applications, ensuring standards-compliant  

performance for fiber cabling and precise endface  

geometry for MPO connectivity will remain critical.

 Next-generation speeds will need to rely on quality 

components from leading cable and connectivity  

manufacturers that fully verify the performance of their 

products through third-party testing facilities. These 

leaders also have the technical support, expertise, and 

standards participation to help data centers ensure the 

right physical infrastructure to support current needs, 

while enabling an efficient migration to next-generation 

speeds. On the path to 400 and 800 Gb/s and beyond, 

low-cost optical fiber components from unproven  

sources that may have subpar endface geometry, lower 

performance, and/or poor mechanical reliability will  

put data centers more at risk than ever.

This article was written on behalf of the Communications 

Cable and Connectivity Association (CCCA).

While there is more to come 
and advancements in optics 

are ongoing, existing optical fiber 
cabling and connectivity are 
holding up and will support 

multiple generations 
of transceivers.
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